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ABSTRACT

Computer-based controls of transportation systems,
industrial plants, sundry machinery, and consumer items
became ubiquitous in the last quarter of the twentieth
century. The microprocessor -- the heart of the
microcomputer, microcontroller, programmable logic
controller, and indeed today’s workstations, servers, and
even mainframes -- is the enabling technology behind
these digital control systems.

The behavior of computer-based controls is
determined by the combination of kernel, operating
system, and application software that the controlling
computers execute, Today’s multi-gigahertz and -gigabyte
computer-hardware technology has seen a concomitant
growth in the size and complexity of software-
development environments, i.e., in specification tools and
languages, compilers and programming languages, and
semi-automated tests.

The guantitative aspects — size, speed, complexity —
of the contemporary versions of these technologies have
given rise to the general impression that hardware-
software  architectures and  software-development
methodologies have changed fundamentally, i.e.,
qualitatively, from those of the 1960s. This is not the
case, even for the vast majority of computer-based control
applications in transportation, aerospace, and factory
automation. To paraphrase a famous line in a famous
film, the methodologies are the same, only more so.

The notions safe software, along with those of secure
software and trusted sofiware, concern the real-world
function, purpose, or ‘meaning’ of computer programs,
Though not the stuff of daily headlines (but certainly the
stuff of occasional, sensational ones), the correctness of
software — it does what it’s supposed to do — has been the
subject of great effort from Computing Science’s
inception. (See, for example, R.W. Floyd’s 1967 article
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Assigning Meanings to Programs, and J-R. Abrial’s 1996
book, The B Book: Assigning Programs to Meanings.)

This paper:

1. Elaborates the issue of software-correctness, as it
manifests itself in safety-critical (vital) transit
applications;

2. Describes emerging Best Practices in this area,
including the safety-critical project life-cycle and an
approach to safety certification;

3. Addresses cultural and economic influences that
affect the education and training (a distinction with a
difference) of the Software Engineering labor force,
and that affect transit properties and their contractors.

4. Provides an example risk assessment of the NYCT
Canarsie Line safety-critical Communication Based
Train Control (CBTC) transit system.

BACKGROUND

If there is a chief distinguishing characteristic of
today’s transportation control systems from those of
previous eras, it would be the scale — the number per unit
time — of binary (yes/no, true/false, open/closed,
low/high) decisions that today’s control systems make as
compared with those of yesteryear. (Digital, a.k.a.
discrete, control per se is not new, as switches and relays
have, by now, a long history. It is the scale -- e.g. the
number of (‘logical’ and physical) transistors executing
compound decisions - that is revolutionary.)

These “very large-scale applications of logic” — in
the words of Professor E.W. Dijkstra [Dijkstra 1989], one
of Computing Science’s most prominent founders and
seminal contributors — characterize essentially all of
today’s software products, irrespective of application-
domain or safety-criticality. (Count the number of office-
application gigabytes in your secretary’s computer and,
while you are at it, ask which bug-*fixing” Service Pack is
the latest to have been installed.)
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1. SOFTWARE-CORRECTNESS

1.1. The application-programmer’s false prophet

Some very talented software developers have been
known to wear T-shirts that exclaim

Syntax is Destiny.

This half-humorous assertion refers, among other
things, to the importance in computer programming of
mastering a language’s, e.g., C++’s, Ada’s, or Java’'s,
spelling and grammar. For example, no C++ source-code
with a missing semicolon somewhere within it gets to be
executable by a processor (computing element).
Language-translators (a.k.a. compilers) catch such errors,
and find new, ‘unmasked’ ones in the next (of many)
iteration(s) of translation from source-code to executable
code. This unfortunately well-known code-debug-recode
cycle is present both in the small, i.e. in unit (module)
development and testing, and in the large, i.c. total system
integration and (regression) testing.

What do the authors mean by the harsh and self-
righteous sounding false prophet? What point are we
trying to make?

The point to be made is predicated on:

e The enormous amount of attention that must be
devoted to gaining knowledge of, and skill in, the
pure, application-independent ‘software end,’” i.e., in
software design and programming in the abstract, ;
and

o The corollary diversion of intellectual energy from
stating System Requirements (including  safety
requirements) in a way that is complete, and
consistent, i.e., non-contradictory.

The authors have, along with the rest of the world,
observed these predicates to be true, though the second
one, regarding short shrift for requirements, is the more
subtle and insidious — as it is relegated to ‘irrelevancy’
during the frantic search for Null Pointers and
Uncollected Garbage following a software ‘crash.” (We
are aware of Java’s advantage in such a case, but neither
Java nor any other procedural language will per se enable
or facilitate the necessary jump to ‘Requirement-Space.”)

The current cultural and economic influences on
software students and practitioners emphasize the potency
of language-mastery along the lines of the syntax-is-
desting  prophecy:  “Gain  world-class  Object-
Oriented/C++ [or whatever] skills, and your train-control

' The authors hasten to add that they deem this effort a
worthy enterprise, and that they have themselves
expended such effort in their careers.
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[or whatever] software will execute flawlessly.”
Common sense and experience have shown this claim to
be false.

1.2. The other half

A propos Requirement-Space, we now consider
world-class systems engineers, in their capacity as
requirement-specifiers and system designers. They are
today faced with specifying large ‘collections’ of logic
whose appropriateness — ‘I’'m making the right product’ -
and consistency — ‘I’'m making the product right’ — are
generally beyond their, or anyone’s, raw or unaided
intuition. That many complex digital systems have
heretofore worked as well as they have is a testament to
those designers’ talents; there are, however, no testaments
to anyone’s infallibility when the control-logic’s
complexity passes certain thresholds. We have now
arrived at a stage where specification/design (of critical
components) that is unaided by the discipline and
mechanics of formal logic is yielding to correctness by
construction and proof.

1.3. What a difference a bit makes!

The following are examples of continuous
magnitudes on which Engineering is based: mass, length,
time -- perhaps those three are ‘most’ fundamental --
force, speed, voltage, and field strength. (Electric charge,
although inherently quantized, is — for many macroscopic
engineering purposes — also treated as a continuous
quantity.)

Though such ‘analog’ quantities as mass, length,
time, and speed must be digitized, i.e. rendered discrete, if
they are to be stored in computer memory for use in
control-algorithms, the difference — namely quantization
noise -- that such digitization makes is generally not the
source of big trouble.”

In order to illustrate where in the digitized world the
“big [potential] trouble” really lies, we ask the reader’s
indulgence regarding a familiar and pedestrian example of
an elementary, classical system: the ubiquitous in-series
resistance-inductance-capacitance (RLC) circuit, with
driving-function Vcos(wt). Here, t is time, and R, L, C,
V, and o are time-independent quantities.

® The authors are aware that this statement is a distillation,
and is, in practice, never put so directly — though the
‘hype’ has, historically, come very close.

3 Errors in the least significant digits also occur in most
hand-calculations, where a finite number of significant
digits are kept in intermediate results of calculations. It
can thus be said that quantization noise preceded the
advent of digital-computer-based control.
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If your favorite radio-station broadcasts at frequency
fo = @y/2n, you ‘tune-in’ by turning the tuning-knob,
which in essence serves to vary C, the capacitance of the
receiving circuit. (You also turn the volume-knob and
thus vary the resistance R. This compensates for different
broadcast stations’ distance and inherent broadcast power,
i.e. watts; you are amplifying the parameter V in Vcos(wt)
as necessary.) You ‘zero-in’ on fy, literally by ear, perhaps
after having overshot and reversed direction several times.
What you have done is to have varied (mainly) C, the
capacitance, so that the product LC becomes equal to
1/w> . Your radio’s antenna is impinged-upon by fields
of a range of frequencies, but the one at f; = wy/2n has
highest intensity at this (resonant) frequency. (This,
simplistically stated, is the essence of a primitive tuning
mechanism.)

Here is the undoubtedly familiar point: In a classical
control problem, the output (quality of reception, above)
is only slightly off if your controlling parameters (R, L,
C) are only slightly away from the optimal (R, Ly, Cp). If
(R, L, C) are within a small ‘neighborhood™ of (R, Ly,
Co), the reception is (nearly) optimal for any (R, L, C) in
that neighborhood.?

Turning now to processor-based digital control, we
remark that, in essence, control is effected by streams of
Is and Os consumed and produced by processor (CPU)
chips, memory, and input-output (I/O) ports. As opposed
to smooth, continuous turning of knobs, the control logic
encoded in these bit-streams (a.k.a. bit-strings) includes
large collections of programmer-crafted, often deeply
nested, if-then-else’s (or equivalent select-case or switch
statements) that defy intuition as soon as they are
produced — or even as they are produced.®

* To use a standard term of the (Infinitesimal} Calculus

> This is not true of ‘classical’ chaos, wherein a small
change in input leads to arbitrarily large, and effectively
chaotic, changes in output, both input and output being
continuous magnitudes (i.c., not discrete). This is a third
‘regime,’ the first being classical non-chaotic, the second,
digital (discrete), the third, chaotic (behavior of
continuous magnitudes). Designers of analog systems
avoid singularities (poles) and other thresholds of chaos.
They try in advance to map out regions of stability for
system parameters.

% The C++, Ada, etc. programmer produces source-code,
of which if then else is an example. A compiler produces
the 1s and Os from this source-code. Our statement
referring to intuition is neither a ‘cheap shot’ nor an
exaggeration, as attested-to by the number of hours —
should we say months? — that are devoted to debugging a
purportedly understood system.,

Consider, as illustration of principle, C++ train-
control software that was coded directly from natural-
language-based requirements. Suppose further that the
corresponding executable file’s size is a modest one-half
megabyte. (Today’s office software — word-processors,
etc. — are thousands of times larger, i.e., fractions to
multiples of a gigabyte.) The size of this executable is,
therefore, four megabits, ie., four million 0s and ls.
Consider the highly simplified code-segment (the then is
understood in C++, and is not a C++ keyword):

if (train_is_in_station) enable_door_opener();

The difference between this (correct) code and the
following unintended -- and unsafe -- code

if (Itrain_is_in_station) enable_door _opener();

is, at the source-code level, one symbol’, the exclamation-
point (which stands for ‘not’ in C, C++, and Java). At the
executable level this difference can be as small as one bit*
(depending on the compiler).

So the correct program differs from the incorrect one
by one part in four million. In the world of continuous
quantities, this would amount to having achieved a six-
sigma quality metric, i.e., the product is good to six
standard deviations [Hacken 1993].

In contrast with the continuous R, L, C space in our
analog example, there is no general sense in which a
computer program can be ‘in the neighborhood’ of the
correct program. A single bit can make all the
difference in the world” -- and so can a one-character
syntactic ‘spoiler.’

1.4. Old, but good, news

Although we would not literally say, “There’s no
such thing as a small programming error,” it is by now
conventional wisdom that:

e  Whether or not a software error is small is known
only after the fact, i.e., by the consequences; and

e A ‘cure’ is hundreds of times more expensive than is
prevention. (There exists a whole literature just on
this, with which the reader is, no doubt, familiar.)

7 Thus a Levenshtein Distance (a.k.a. Edit Distance) of 1
[Levenshtein 1966], which, other than 0, is as close as
you can get.

¥ The familiar Hamming Distance is here a measly 1 (out
of a possible 4,000,000).

? We dare say that some readers have, directly or
otherwise, seen the effects of an ‘innocuous’ change to a
graphical user interface module (GUI module, a
seemingly safe neighborhood in the code) that led to a
system crash; the authors certainly have.
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